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Logistic Regression

Logistic regression is a way of modelling the relationship between a categorical dependent variable and one
or more independent variable. This is done by estimating probabilities using a logistic function. Logistic
regression is a regression technique that can be used to predict a qualitative response. For now, we are just
going to assume our response variable has binomial categories. Note that it is also possible to do multinomial
logistic regression where Y has more than two categories.

Logistic regression is a classification method. To put it simply, it works by calculating the probability that
a data point belongs to a particular category.

We are essentially calculating p(X) = Pr(Y=1|X). The logistic function produces outputs between 0 and 1
and always produces an S-shaped curve.

Logistic function:

p(X) = eβ+αX

1+eβ+αX

We can rewrite this as eβ+αX = p(X)
1−p(X) and take the logs of both sides.

β + αX = log p(X)
1−p(X)

This is called the logit. We use the logit of Y as the response in our model instead of just Y.

# First we install and library the ISLR if you haven't already used it before
library(ISLR)

The ISLR library has the general linear model glm() which is used for logisitic regression. We are also going
to use the Smarket data set built into R. This data set shows the daily percentage returns for the S&P 500
over four years between 2001 and 2005. We’ll use the column labeled Direction as our response variable. It
measures which direction the market went in, so our categories are Up and Down.

head(Smarket) # view the first few rows of the data set

## Year Lag1 Lag2 Lag3 Lag4 Lag5 Volume Today Direction
## 1 2001 0.381 -0.192 -2.624 -1.055 5.010 1.1913 0.959 Up
## 2 2001 0.959 0.381 -0.192 -2.624 -1.055 1.2965 1.032 Up
## 3 2001 1.032 0.959 0.381 -0.192 -2.624 1.4112 -0.623 Down
## 4 2001 -0.623 1.032 0.959 0.381 -0.192 1.2760 0.614 Up
## 5 2001 0.614 -0.623 1.032 0.959 0.381 1.2057 0.213 Up
## 6 2001 0.213 0.614 -0.623 1.032 0.959 1.3491 1.392 Up

To build our logistic regression model, we use glm(). The first argument is a formula relating the response
variable and the predictors, the second argument is the data source, and the final argument we are going to
use is called family. To indicate that we are doing logistic regression, we need to set family to binomial.

attach(Smarket)
logisticModel = glm(formula = Direction~Lag1+Lag2+Lag3+Lag4+Lag5+Volume, data = Smarket,

family = binomial)
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# Use summary to look at the fit of the model
summary(logisticModel)

##
## Call:
## glm(formula = Direction ~ Lag1 + Lag2 + Lag3 + Lag4 + Lag5 +
## Volume, family = binomial, data = Smarket)
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -1.446 -1.203 1.065 1.145 1.326
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -0.126000 0.240736 -0.523 0.601
## Lag1 -0.073074 0.050167 -1.457 0.145
## Lag2 -0.042301 0.050086 -0.845 0.398
## Lag3 0.011085 0.049939 0.222 0.824
## Lag4 0.009359 0.049974 0.187 0.851
## Lag5 0.010313 0.049511 0.208 0.835
## Volume 0.135441 0.158360 0.855 0.392
##
## (Dispersion parameter for binomial family taken to be 1)
##
## Null deviance: 1731.2 on 1249 degrees of freedom
## Residual deviance: 1727.6 on 1243 degrees of freedom
## AIC: 1741.6
##
## Number of Fisher Scoring iterations: 3

From the p-values, it looks none of the coefficients are significant in our model. AIC stands for Akaike
Information Criterion. The smaller the AIC, the better the fit of the model. So our model is not the best,
but we’re still going to use it.

Let’s look at some of the predicted probabilities.

probs = predict(logisticModel, type = "response")
probs[1:10]

## 1 2 3 4 5 6 7
## 0.5070841 0.4814679 0.4811388 0.5152224 0.5107812 0.5069565 0.4926509
## 8 9 10
## 0.5092292 0.5176135 0.4888378

The first 10 probabilities are all close to 50%. Next we’ll use these probabilities to classify whether the
market moved Up or Down by setting a threshold and using a conditional statement.

predictions = ifelse(probs > 0.5, "Up", "Down")
# we've said that if probability is greater than 0.5, we classify the data point as Up
# else it is classified as Down

# predictions is a vector whose components are T/F values, so they're 1s and 0s

table(predictions, Direction) # make a table of the predictions versus the actual values
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## Direction
## predictions Down Up
## Down 145 141
## Up 457 507

The values on the diagonal are when you make a correct prediction. Off the diagonals are incorrect predic-
tions. Let’s calculate the proportion of correct predictions.

mean(predictions == Direction)

## [1] 0.5216

Improving the Model

One way we can improve our model is to divide the data up into training and testing data.

train = Year < 2004 # all of the data before 2004 is our training data
logisticModel2 = glm(formula = Direction ~ Lag1+Lag2+Lag3+Lag4+Lag5

+Volume, data = Smarket,
family = binomial,
subset = train)

probs2 = predict(logisticModel2, newdata = Smarket[!train,], type = "response")
# calculate the probabilities for the testing data

pred2 = ifelse(probs2 > 0.5, "Up", "Down")

test = Direction[!train] # separate the test data

table(pred2, test)

## test
## pred2 Down Up
## Down 200 246
## Up 23 35

mean(pred2 == test)

## [1] 0.4662698

We did worse. This may be due to overfitting. Our model may be too complex, meaning that it predicts the
data that we have too closely and is poor at generalising to new data. We don’t want this.

Overfitting

One way to fix overfitting that we will look at now is decreasing the complexity of the model. We can do
this by removing some of the predictors. The more predictors the model has, the more complex.
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logModel = glm(formula = Direction ~ Lag1+Lag2+Lag3+Volume, data = Smarket,
family = binomial,
subset = train)

probs3 = predict(logModel, newdata = Smarket[!train,], type = "response")
# calculate the probabilities for the testing data

pred3 = ifelse(probs3 > 0.5, "Up", "Down")

table(pred3, test)

## test
## pred3 Down Up
## Down 205 244
## Up 18 37

mean(pred3 == test)

## [1] 0.4801587

Ordinal Logistic Regression

Ordinal logistic regression is an extension of multinomial logistic regression. Ordinal regression is when
you have a response variable with multiple categories, but these categories have a sense of ordering. For
example, if you have survey responses categorized into Very Unsatisfactory, Unsatisfactory, Satisfactory,
Very Satisfactory. You might want to include a sense of ordering of these categories.

We are going to be using an example from UCLA. In this example, we are looking at survey responses given
to university students to see if they are unlikely, somewhat likely, or very likely to apply to graduate school
based on a number of factors such as their parent’s education, etc. Our three ordinal categories are unlikely,
somewhat likely, and very likely.

Before starting, install the MASS and foreign package. The foreign package allows us to read the data set.

library(foreign)

data = read.dta("https://stats.idre.ucla.edu/stat/data/ologit.dta")
head(data)

## apply pared public gpa
## 1 very likely 0 0 3.26
## 2 somewhat likely 1 0 3.21
## 3 unlikely 1 1 3.94
## 4 somewhat likely 0 0 2.81
## 5 somewhat likely 0 0 2.53
## 6 unlikely 0 1 2.59

Our predictors are parent’s education which takes a 1 if at least one parent has a graduate degree, pub-
lic/private institution where 1 corresponds to public, and grade point average score. Our categories are
coded 1, 2, 3. To build our model, we’re going to use polr from the MASS package.
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library(MASS)

model = polr(formula = apply ~ pared+public+gpa, data = data, Hess = TRUE)
# Hess TRUE returns a Hessian (observed information matrix) which should be called if you want to summarise the model

summary(model)

## Call:
## polr(formula = apply ~ pared + public + gpa, data = data, Hess = TRUE)
##
## Coefficients:
## Value Std. Error t value
## pared 1.04769 0.2658 3.9418
## public -0.05879 0.2979 -0.1974
## gpa 0.61594 0.2606 2.3632
##
## Intercepts:
## Value Std. Error t value
## unlikely|somewhat likely 2.2039 0.7795 2.8272
## somewhat likely|very likely 4.2994 0.8043 5.3453
##
## Residual Deviance: 717.0249
## AIC: 727.0249

Usually, we should check the assumptions behind ordinal logistic regression to work, but we will skip this
step as this is not a statistics course. For more information, this portion of the tutorial follows a statis-
tics lesson on how to do ordinal logistic regression in R from UCLA https://stats.idre.ucla.edu/r/dae/
ordinal-logistic-regression/.

# calculate some predicted probabilities using our model

newdata = data.frame(pared = rep(0:1, 200),
public = rep(0:1, each = 200),
gpa = rep(seq(from = 1.9, to = 4, length.out = 100), 4))

# each in rep means 0 and 1 are both repeated 200 times
# rep(0:1, 200) means repeat the sequence 01 200 times
# the last sequence gives us a sequence of 400 terms that are all GPAs from 1.9 to 4

newdata = cbind(newdata, predict(model, newdata, type = "probs"))
# append the predicted probabilities to the data frame

Install the packages reshape2 and ggplot2 so we can plot the predicted probabilities. First we’re going to do
something called melting the data. Melting a data frame means that we stack a set of columns into a single
column of data. This is just a way of reorganizing data. We need to specify a data frame, the id variables
which will not change, and the measured variables which will be stacked into one column. We’re going to
stack the response variables unlikely, somewhat likely, and very likely into one column.

library(reshape2)
library(ggplot2)

finalData = melt(newdata, id.vars = c("pared", "public", "gpa"),
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variable.name = "Level", value.name = "Probability")

head(finalData)

## pared public gpa Level Probability
## 1 0 0 1.900000 unlikely 0.7376186
## 2 1 0 1.921212 unlikely 0.4932185
## 3 0 0 1.942424 unlikely 0.7325300
## 4 1 0 1.963636 unlikely 0.4866885
## 5 0 0 1.984848 unlikely 0.7273792
## 6 1 0 2.006061 unlikely 0.4801630

# use this code to plot all of the predictors against probability

ggplot(finalData, aes(x = gpa, y = Probability, col = Level)) + geom_line() + facet_grid(pared ~ public, labeller = "label_both")
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